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Motivation

Large-scale, efficient neural nets: ≈ no theory.

Goal: scale kernel methods up.

Previous work:
low-rank approximation, RND features:

limited generalization ability,
rank/#of RND features can be O(sample#).

BCD in the dual form: one might have to store all SVs for
testing (=whole training set!).
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Notations: kernel

Kernel: k : X×X → R, if ∃ϕ : X → H(ilbert) such that

k(a, b) = 〈ϕ(a), ϕ(b)〉H . (1)

H not necessarily unique, but ∃!H = H(k) RKHS:
1 generators: k(x , ·) ∈ H (∀x ∈ X),
2 reproducing property: 〈f , k(x , ·)〉H = f (x) (∀f ∈ H).
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RND feature based kernel construction

Let

PΩ: measure on Ω,
φω : X → R, φω ∈ L2(Ω,P).

Then

k(x , x ′) =

∫

Ω
φω(x)φω(x

′)dPΩ(ω)

is a kernel on X.

Example: for Ω = R
d , φω(x) = e iω

T x , we get the translation
invariant kernels (Bochner T.).
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Problem

Objective: We want to solve (λ > 0)

R(f ) = E(x ,y) [l(f (x), y)] +
λ

2
‖f ‖2

H
→ min

f ∈H=H(k)
,

where the l(u, y) ∈ R loss is convex in u.

Examples (l):

l(u, y) = |u − y |ǫ: SVMR,
l(u, y) = ln(1 + e−uy ): logistic regression,
l(u, y) = (u − y)2: ridge regression.
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Functional gradient

Convexity of l ⇒ ∃ subgradient of l w.r.t. u =: l ′(u, y).

Optimization: (doubly) stochastic gradient descent.

Functional gradient [∇R(f )]: the gradient of R : H → R at
f ∈ H

R(f + ǫg) = R(f ) + ǫ 〈∇R(f ), g〉
H
+ O

(
ǫ2
)
.

View: ∇R(f ) ∈ H (Riesz repr. T).
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Functional gradient: example-1

Target (R): x is fixed; R(f ) = f (x).

Gradient of R :

R(f + ǫg) = (f + ǫg)(x) = f (x) + ǫg(x)

= f (x) + ǫ 〈k(x , ·), g〉
H
+ 0.

Result: ∇R(f ) = k(x , ·).
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Functional gradient: example-2

Target (R): R(f ) = ‖f ‖2
H
.

Gradient of R :

R(f + ǫg) = ‖f + ǫg‖2
H
= 〈f + ǫg , f + ǫg〉

H

= ‖f ‖2
H
+ 2 〈f , ǫg〉

H
+ ǫ2 ‖g‖2

H

= ‖f ‖2
H
+ ǫ 〈2f , g〉

H
+ O

(
ǫ2
)
.

Result: ∇R(f ) = 2f .
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Back to our objective function

Objective function: R(f ) = E(x ,y) [l(f (x), y)] +
λ
2 ‖f ‖

2
H
.

Gradient:

∇R(f ) = E(x ,y)

[
l ′(f (x), y)k(x , ·)

]
+ λf .

Stochastic gradient: given (x , y) ∼ P

l ′(f (x), y)k(x , ·) + λf (·) =: ξ(·) + λf (·).

Doubly stochastic gradient: given (x , y) ∼ P, ω ∼ PΩ

l ′(f (x), y)φω(x)φω(·) + λf (·) =: ζ(·) + λf (·).
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Functional gradient approximation: properties

ξ ∈ H, ζ /∈ H, unbiasedness:

ξ(·) = l ′(f (x), y)k(x , ·) ∈ H,

ζ(·) = l ′(f (x), y)φω(x)φω(·) /∈ H,

ξ(·) = Eω[ζ(·)],
∇R(f ) = E(x ,y)[ξ(·)] + λf (·),
∇R(f ) = E(x ,y)Eω [ζ(·)] + λf (·),
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Functional gradient descent

γi > 0: learning rates.

Stochastic gradient descent [(fi−1, xi , yi , γi ) → fi ]:

fi = fi−1 − γi∇R̂(fi−1; xi , yi )

= fi−1 − γi [l
′(fi−1(xi ), yi )k(xi , ·) + λfi−1]

= (1− γiλ)fi−1 − γi l
′(fi−1(xi ), yi )k(xi , ·).

Doubly stochastic gradient descent [(fi−1, xi , yi , ωi , γi ) → fi ]:

fi = fi−1 − γi [l
′(fi−1(xi ), yi )φωi

(xi)φωi
(·) + λfi−1]

= (1− γiλ)fi−1 − γi l
′(fi−1(xi ), yi )φωi

(xi )φωi
(·).
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Doubly stochastic gradient based fi

Obtained update equation:

fi = (1− γiλ)fi−1 − γi l
′(fi−1(xi ), yi )φωi

(xi )φωi
(·).

Assuming

fi (·) =
i∑

j=1

βj k̂(xj , ·) =
i∑

j=1

[
βjφωj

(xj )
]
φωj

(·) =:

i∑

j=1

αjφωj
(·),

our fi−1 → fi update (in terms of αj -s) is

αi = −γi l
′(fi−1(xi ), yi )φωi

(xi ),

αj = (1− γiλ)αj (j = 1, . . . , i − 1).
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Algorithm: Training

Given {(xi , yi )}ti=1 [(xi , yi ) ∼ P] compute {αi}ti=1.

The RND number generation (⇒ ωi) is “cached” by seed i .

Algorithm 1 Train. (P, l , λ) ⇒ {αi}ti=1.

for i = 1, . . . , t do

Sample (xi , yi ) ∼ P.
Sample ωi ∈ PΩ using seed i .
f (xi) = Predict(xi , {αj}i−1

j=1).
αi = −γi l

′(f (xi ), yi )φωi
(xi ).

αj = (1− γiλ)αj (j = 1, . . . , i − 1).
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Algorithm: Predict

Predict using the same seeds as in training ⇒
There is no need to store ωi -s.

Algorithm 2 Predict. (x , {αi}ti=1) ⇒ f (x).

Initialization: f (x) = 0.
for i = 1, . . . , t do

Sample ωi ∈ PΩ using seed i .
f (x) = f (x) + αiφωi

(x).
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Theoretical guarantees: conditions

∃f∗ = argminf ∈H R(f ).

l : R× R → R Lipschitz continuous in u: ∃L such that

|l(u, y)− l(u′, y)| ≤ L|u − u′| (∀u, u′, y ∈ R).

Bounded l ′: ∃Bl such that |l ′(fi(xi ), yi )| ≤ Bl .

Bounded kernel, RND feature: ∃Bk ,Bφ such that

k(x , x ′) ≤ Bk (∀x , x ′ ∈ X),

|φω(x)φω(x
′)| ≤ Bφ (∀x , x ′ ∈ X, ω ∈ Ω).

Example (Gaussian k): Bk = 1, Bφ = 2.
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Theoretical guarantees: in human-readable format

Let γi =
θ
i
with θ > 0, Dt = {(xi , yi )}ti=1, ω

t = {ωi}ti=1.

Convergence to the optimal function: for any x ∈ X

EDt ,ωt

[

|ft+1(x)− f∗(x)|2
]

≤ C1

t
,

|ft+1(x) − f∗(x)|2 -
C2

t
(with high probability).

Generalization error (risk): let Rtrue = E(x ,y) [l(f (x), y)],

Rtrue(ft+1)− Rtrue(f∗) -
1√
t
(with high probability).
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High-level proof idea

Recall the ft-update, and define ht as

ft+1(·) = ft − γt [ζt(·) + λft(·)] =
t∑

i=1

aitζi(·), (t > 1), f1(·) = 0,

ait = −γi

t∏

j=i+1

(1− γjλ),

ht+1(·) =
t∑

i=1

aitξi (·) = ht − γt [ξt(·) + λht(·)] (t > 1), h1(·) = 0,

Since ξi(·) ∈ H, ht ∈ H (∀t ≥ 0)!
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High-level proof idea: ft+1 − f∗ through ht+1

|ft+1(x)− f∗(x)|2 ≤ 2|ft+1(x)− ht+1(x)|2
︸ ︷︷ ︸

random functions

+2 ‖ht+1 − f∗‖2H Bk
︸ ︷︷ ︸

random data

.
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High-level proof idea: ft+1 − f∗ through ht+1

|ft+1(x)− f∗(x)|2 = |ft+1(x)− ht+1(x) + ht+1(x)− f∗(x)|2

≤ 2
[
|ft+1(x)− ht+1(x)|2 + |ht+1(x)− f∗(x)|2

]
,

|ht+1(x)− f∗(x)|2 = | 〈ht+1, k(x , ·)〉H − 〈f∗, k(x , ·)〉H |2

= | 〈ht+1 − f∗, k(x , ·)〉H |2

= [‖ht+1 − f∗‖H ‖k(x , ·)‖
H
]2

= ‖ht+1 − f∗‖2H 〈k(x , ·), k(x , ·)〉
H

= ‖ht+1 − f∗‖2H k(x , x)

≤ ‖ht+1 − f∗‖2H Bk . ⇒
|ft+1(x)− f∗(x)|2 ≤ 2|ft+1(x)− ht+1(x)|2

︸ ︷︷ ︸

random functions

+2 ‖ht+1 − f∗‖2H Bk
︸ ︷︷ ︸

random data

.
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High-level proof idea

Tricky part (due to the random functions, our focus):

|ft+1(x)− ht+1(x)|2.

Second term: stoch. approximation in RKHS (“standard”).

By the definitions of ft+1 and ht+1:

ft+1(x)− ht+1(x) =

t∑

i=1

ait [ζi (x)− ξi(x)] =:

t∑

i=1

Vi (x).

{Vi (x)}i is not i.i.d. (see ait , fi), but “almost” ⇒ Concentration.
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Martingal, martingal difference

M0,M1,M2, . . . is martingal if

E[|Mn|] < ∞, (∀n),
E[Mn+1|Mn, . . . ,M1] = Mn, (∀n). ⇔

E[Mn+1 −Mn|Mn, . . . ,M1] = 0, (∀n).

Mn =
∑n

i=1 Vi . Example: random walk.
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Martingal, martingal difference

M0,M1,M2, . . . is martingal if

E[|Mn|] < ∞, (∀n),
E[Mn+1|Mn, . . . ,M1] = Mn, (∀n). ⇔

E[Mn+1 −Mn|Mn, . . . ,M1] = 0, (∀n).

Vn(= Mn −Mn−1) is martingal difference if

E[|Vn|] < ∞,

E[Vn|Vn−1, . . .] = 0.

Equivalently, Mn =
∑n

i=1 Vi . Example: random walk.
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Azuma-Hoeffding inequality

Let {Vi}i be a bounded martingal difference sequence (|Vi | ≤ ci ).
Then ∀ǫ > 0

P

(∣
∣
∣
∣
∣

t∑

i=1

Vi

∣
∣
∣
∣
∣
≥ ǫ

)

≤ 2e
−

ǫ
2

∑t
i=1

c2
i .

Let Vi(x) = ait [ζi (x)− ξi(x)] (x : fixed). Vi(x) is

1 bounded:

|ζi(x)− ξi (x)| =
∣
∣l ′(fi (xi), yi )k(xi , x)− l ′(fi(xi ), yi )φωi

(xi)φωi
(x)
∣
∣

≤
∣
∣l ′(fi (xi), yi )

∣
∣ [|k(xi , x)|+ |φωi

(xi )φωi
(x)|]

≤ Bl(Bk + Bφ) ⇒
|Vi | ≤ |ait |Bl(Bk + Bφ) =: ci .

2 mart. difference: E[Vi(x)|Vi−1(x), . . .] = 0 (⇐ unbiasedness).
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Azuma-Hoeffding inequality applied to {Vi(x)}i

E
[
|ft+1(x) − ht+1(x)|2

]
= E





∣
∣
∣
∣
∣

t∑

i=1

Vi

∣
∣
∣
∣
∣

2


 =

∫
∞

0
P





∣
∣
∣
∣
∣

t∑

i=1

Vi

∣
∣
∣
∣
∣

2

≥ ǫ



 dǫ

≤
∫

∞

0
2e

−
2ǫ

∑t
i=1

c2
i dǫ =

t∑

i=1

c2i

using with Z ≥ 0 (FZ : cdf of Z )

E[Z ] =

∫
∞

0
1− FZ (z)dz ,

P

(∣
∣
∣
∣
∣

t∑

i=1

Vi

∣
∣
∣
∣
∣
≥ ǫ

)

≤ 2e
−

ǫ
2

∑t
i=1

c2
i ,

∫
∞

0
2e−

2ǫ
c dǫ = 2

[

−c

2
e−

2ǫ
c

]ǫ=∞

ǫ=0
= c .

Zoltán Szabó Scalable Kernel Methods via Doubly Stochastic Gradients



Thus, E
[
|ft+1(x) − ht+1(x)|2

]
≤∑t

i=1 c
2
i , where

ci = |ait |Bl(Bk + Bφ), ait = −γi

t∏

j=i+1

(1− γjλ).

Freedom in the choice of γi !

If γi =
θ>0
i
, where θλ ∈ (1, 2)∪Z

+, then (induction) |ait | ≤ θ
t
.

In this case

t∑

i=1

|ait |2 ≤
t∑

i=1

θ2

t2
=

θ2

t
,

E
[
|ft+1(x)− ht+1(x)|2

]
≤ [Bl(Bk + Bφ)]

2 θ
2

t
= O

(
1

t

)

.
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Error due to random data: E
[

‖ht − f∗‖2H
]

Three gradient terms:

gt := ξt + λht = l ′(ft(xt), yt)k(xt , ·) + λht ,

ĝt := ξ̂t + λht := l ′(ht(xt), yt)k(xt , ·) + λht ,

ḡt := E[ĝt ] = E[l ′(ht(xt), yt)k(xt , ·)] + λht .

By the definition of ht+1: ht+1 = ht − γtgt (t ≥ 1).} ⇒
Recursion to At+1 = ‖ht+1 − f∗‖2H, and to its expectation

et = E[At ] = E

[

‖ht − f∗‖2H
]

. This gives et = O
(
1
t

)
, similarly.
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Generalization error

Rtrue(ft+1)− Rtrue(f∗) = E(x ,y) [l(ft+1(x), y)] − E(x ,y) [l(f∗(x), y)]

= E(x ,y) [l(ft+1(x), y) − l(f∗(x), y)]

≤ E(x ,y) [L|ft+1(x)− f∗(x)|]
= LEx |(ft+1(x)− f∗(x)|

= L

√

Ex |(ft+1(x)− f∗(x)|2 = L ‖ft+1 − f∗‖2 .

Similarly to the previous proof:

‖ft+1 − f∗‖22 ≤ c1 ‖ft+1 − ht+1‖22 + c2 ‖ht+1 − f∗‖2H .
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Numerical experiences

Problems: SVM, ridge regression, logistic regression.

Baselines:

online kernel algorithms (NORMA, SDCA, Pegasos).
deep learning heuristics.

Experience:

Similar performance, less computation/memory.
Mini-batching is useful.
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Thank you for the attention!
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Subgradient of a convex function

Let f : U → R be a convex function (U: convex). A vector v
is called a subgradient of f at x0 if

f (x) − f (x0) ≥ 〈v , x − x0〉 (∀x ∈ U).

∂f (x0): Non-empty, convex, compact set.

Zoltán Szabó Scalable Kernel Methods via Doubly Stochastic Gradients


